
Project Summary

We propose to build a new computing research infrastructure that will accelerate existing research and
enable ground-breaking new research that shares the common theme of massive parallel computing at the
University of South Florida (USF). The requested infrastructure is a computer cluster with about 120 many-
core co-processors including GPUs and Intel Phi cards. This acquisition will provide the much needed
parallel computing capacity that is currently lacking in the existing USF IT infrastructure. This project
will bring together eight investigators with research projects in several core disciplines of computer science
and engineering: big data management, scientific computing, system security, hardware design, data mining,
computer vision and pattern recognition. The proposed new resource will enable or enhance research in
design, implementation, and evaluation of parallel programs at various levels of the software stack, ranging
from cluster-level systems to individual application components and domain-specific languages. The infras-
tructure will also enhance learning experience of students as well as course content, curriculum development,
and laboratory environment. The team of investigators will form a USF Parallel Computing Workgroup
to coordinate related research, education, and outreach activities. This ensures the project team act in an
integrated way to maximize the impact of the new infrastructure on the entire USF community.

Intellectual Merits: The infrastructure will bring together researchers with projects that are currently
separate, but share the same needs of an infrastructure with massive computing capacity. The first source
of intellectual merits is those from the individual projects. They include: (1) design and optimization of a
novel data stream management system architecture in a heterogeneous many-core hardware environment;
(2) coarse grained molecular simulation approach that allows accurate simulation of large-scale atomistic
systems; (3) new system to deploy security policies that excels in both policy composition and runtime
performance; (4) efficient modeling and design of new hardware systems; (5) automated interpretation of
activities using pattern theory; (6) fast large scale clustering; and (7) pattern identification from radiomics
data. Apart from impacting specific research projects in the short term, we also expect the infrastructure
to facilitate collaboration and cross-pollination of algorithms, models, and representations across individual
project areas, leaving a lasting impact on the institution.

Broader Impacts: Due to the fundamental nature of the impacted research, the understanding and meth-
ods developed will be applicable to a variety of domains via on-going and planned projects between the
investigators and their collaborators throughout the USF system. Direct benefits to education and research
at USF will come from the proposed extended capacity capabilities, and these benefits will also extend to the
larger community through the applied aspects of projects, teaching and training. Graduate students hired
by this project will be trained to set up and manage cutting-edge high-performance computing equipments.
The requested resource and findings from research projects can be used to enhance multiple courses.

USF’s Engineering Expo seeks to educate K-12 students on the importance of math, science, engineering
and technology within their lives. We will leverage this annual opportunity for outreach by showcasing
our projects during this popular event with over 18,000 attendees. The infrastructure will also impact the
learning experiences of minority students and veterans.
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Project Description

1 Introduction

The world of computing has entered the multi-core age. Not only do we see CPUs consisting of up to 12 cores
each, there are also devices following a many-core architecture. For example, a single Graphics Processing
Unit (GPU) may encapsulate over 3,000 thin cores; an Intel Many Integrated Core (MIC) co-processor hosts
up to 60 computing cores; and an AMD Accelerated Processing Unit (APU) combines up to four CPU cores
and eight GPU cores in a single chip. With the aggregated computing capabilities increasing at a steep rate
(and their energy consumption decreasing) in such devices, the computing communities are still in an early
stage in developing software systems, frameworks and applications to take full advantage of such new parallel
platforms. Indeed, there are many scenarios in different branches of computer science that can benefit from
many-core hardware. First, many ad hoc problems, even after years’ efforts put into algorithm design, have
quadratic or even higher time complexity. Various classic graph algorithms (e.g,, all-pairs shortest path) and
data mining kernels (e.g., k-means) fall into this category. Although parallel programs have been developed
for such problems, it is our observation that most of the programs are not optimized for multi-/many core
architectures. This is because multi/many-core systems have very different architectural features from single-
core processors and code optimization has to take such features into consideration. Second, the situation
is made worse by the increasing size of data inputs to such problems, as exemplified by many of today’s
“big data” applications. Large data volume often means data has to be processed in a distributed platform
and that adds an extra level of complexity. In addition, there are more and more data analysis systems
that process large data in batches or in a streaming manner: data is loaded into a compute node at a very
high rate and a large number of analytics has to be computed against the same chunk of data, sometimes
with stringent time constraints. As a result, hardware with extremely large computing power to consume
the input data are expected. However, a typical computer cluster today is not a desirable platform for such
compute-intensive tasks – with each node hosting a couple of multi-core CPUs, a large number of nodes are
needed to tackle a problem with even moderate input size. We believe clusters built with multiple many-core
devices at each node is the way to achieve better performance within smaller monetary and power budgets.
Several different many-core systems compete in today’s market (as mentioned earlier), and each is more
suitable for some types of computing tasks [43]. More and more often we see different hardware co-exist in
the same cluster or even in the same node. This brings headaches to software development, but provides
opportunities for interesting research as well.

Figure 1: Research that will be impacted
by this project spans different levels of the
software stack in a cluster

This proposal seeks funding to build a computer cluster
with heterogeneous, massive parallel computing capabil-
ities to accelerate existing research and enable ground-breaking
new research that shares the same need for intensive computation
at the University of South Florida (USF). Specifically, this project
will bring together eight investigators with research thrusts in sev-
eral core disciplines of computer science and engineering: big data
management, scientific computing, system security, hardware de-
sign, data mining, computer vision and pattern recognition. The
proposed infrastructure will further impact over a dozen applica-
tion domains via on-going and planned research projects among
the investigators and their collaborators throughout the USF sys-
tem. Generally, the new resource will enable or enhance research
in design, implementation, and evaluation of parallel programs at
various levels of the software stack, ranging from cluster-level sys-
tems to individual application components and languages (Fig. 1).

Description of The Requested Cluster: The proposed new resource consists of a computer cluster
in which each node (Fig. 2) houses dual multi-core CPUs (or APUs) and a variety of many-core devices to
reach computing capability that is far beyond that found in traditional clusters. A typical configuration of
the proposed cluster is as follows: the cluster contains 18 compute nodes and one 4U data storage node, all
of which are connected by Fourteen Data Rate (FDR) Infiniband interconnect for fast data transfer. Each
compute node is equipped with eight double-width co-processor cards chosen from the following list: NVidia
GTX Titan (GPU), NVidia GTX 980 (GPU), Intel Xeon Phi 5110P (MIC), Intel Xeon Phi 3120A (MIC),
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and AMD R9 295X2 (GPU). Among the compute nodes, 16 will host dual Intel Xeon E5 6-core CPUs,

Figure 2: The interior view of a typical 4U
server containing eight GPU cards (photo
courtesy of Silicon Mechanics)

the other two will host AMD Opteron X2150 chips (APU). Each
compute node also hosts 128GB of DDR3 memory and two
400GB SSD drives for low I/O overhead. Most of the nodes
will contain co-processors of the same kind, while 3-5 of them
will each host multiple types of cards to achieve a highly het-
erogeneous computing environment. The data storage node will
be filled with 24 4TB hard disks configured into two RAID 6
partitions, delivering a total data storage space of 80TB.

Operation and Maintenance: Research Computing, a de-
partment within USFs Information Technology unit, promotes
the availability of high performance computing resources essen-
tial to effective research at USF. They support software tools,
computer hardware, and training for both faculty and students.
Research Computing has agreed that they will be responsi-
ble for maintaining the proposed infrastructure. Dan Ma-
jchrzak, who is a senior personnel of this project, is the Director
of USF Research Computing. The proposed cluster will come
with its initial warranty period. Beyond that period, Research
Computing will handle the maintenance cost of the cluster.

Intellectual merit of this project will derive from the innovations of the individual projects and from
the potential cross-disciplinary ideas it can germinate in the future. We expect the infrastructure to facilitate
collaboration and cross-pollination of algorithms, models, representations, and data sets across individual
project areas, building a collaborative network across the investigators (Fig. 3). To foster such cross-
pollinations, the investigators will form a USF Parallel Computing Workgroup to set policies, organize
research presentations and maintain a repository of shared information (see Section 4 for more details). The

Figure 3: Research collaborations among researchers men-
tioned in this proposal. The circles drawn with a solid line
represent the investigators of this project and the central
area of the target contains the five PIs

PIs, as core members of the workgroup, will take
turns in chairing activities within the workgroup.
What is missing in Fig. 3 (due to space limit) are
edges going out of the outer rim of the graph. For
example, investigator Ji is our connection to USF
Health while Co-PI Pandit to the College of Arts
and Sciences. A survey [75] shows that 100+ fac-
ulty members and 200+ graduate students from 20
departments conduct research that routinely uses
computational tools. With the highly coordinated
activities of the workgroup, the project team can
work in an integrated way in promoting the new in-
frastructure to such a large body of potential users
of the new infrastructure. In fact, such expansion of
the graph in Fig. 3 is the main aspect of broader
impact of this project. There is also impact on
students, educational activities, and computing in-
frastructure at the institution (Section 3).

2 Research Projects Impacted by Infrastructure

2.1 Push-based Data Analytics System (Tu)

The world has entered an era of big data where many applications have to deal with massive amount
of data. To alleviate the I/O bottleneck, push-based Database Management Systems (DBMSs) are pro-
posed: they use a streaming mechanism to deliver data to many concurrent queries, and all queries share
the same data stream. There are two types of push-based systems: (1) data stream management sys-
tems (DSMS) [1, 20] with the purpose of monitoring continuous real-time data from multiple sources
such as sensors and network traffic; (2) scan-based DBMSs [40, 5, 7, 121] in which data streams ob-
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