
 
 

 

  

Abstract—Two approaches to building models for 
prediction of the onset of Type 1 diabetes mellitus in juvenile 
subjects were examined.  A set of tests performed immediately 
before diagnosis was used to build classifiers to predict 
whether the subject would be diagnosed with juvenile 
diabetes.  A second training set consisting of differences 
between test results taken at different times was used to build 
classifiers to predict whether a subject would be diagnosed 
with juvenile diabetes.  Neural networks were compared with 
decision trees and ensembles of both types of classifiers.  The 
highest known predictive accuracy was obtained when the 
data was encoded to explicitly indicate missing attributes in 
both cases.  In the latter case, high accuracy was achieved 
without test results which, by themselves, could indicate 
diabetes. 

I. INTRODUCTION 

HERE has been a lot of study in the area of machine 
learning on data from the domain of diabetes, especially 

on the Pima Indian Diabetes dataset [7], [10], [16] from the 
UCI repository. There has also been tremendous interest in 
using machine learning algorithms for post diagnosis care, 
like prediction of blood glucose levels to control the dosage 
of insulin [3] and the use of association rules to predict the 
occurrence of certain diseases in diabetic patients [4], [5]. 
However our study differs from both these approaches in the 
sense, that we use a dataset that is not restricted to a 
particular ethnicity but to a specific type of diabetes, namely 
Type 1 diabetes in the juvenile population and our objective 
is not to monitor diabetic patients but learn a model to 
predict the occurrence of this type of diabetes by taking the 
patient’s past medical records into consideration. 

 
We used two types of classifiers: C4.5 based decision 

trees [1] and Cascade Correlation [2] based neural 
networks, to predict diabetic cases from non diabetic ones 
by using subject test results. This is not known to be a 
difficult problem for Physicians, but the reader will see 
building a good predictive model was not trivial. 

Next, we used the same base classifiers to predict 
diabetes, but this time the attributes were the differences in 
test results, between consecutive tests of the same type for a 
subject. This approach has the promise of allowing a 
prediction that someone is susceptible to diabetes before any 
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test results indicate they may have it. Both random forests 
of decision trees [10] and bagged classifiers [9] for both 
neural networks and decision trees were used. 

 
Surprisingly, it was necessary to explicitly encode 

missing attributes to achieve over 95% accuracy in diabetes 
prediction for both decision trees and neural networks. 

 
The ensemble classifiers provided the best accuracy.  

Decision tree classifiers were comparable to cascade 
correlation neural network classifiers.  Of interest was the 
fact that approximately 80% accuracy can be obtained in 
predicting diabetes from differences in test results over time 
without using data from the last time period before 
diagnosis as diabetic. 

  

II. PREVIOUS RESEARCH WORK ON DIABETES DATA 

Most of the work related to machine learning in the 
domain of diabetes diagnosis concentrated on the study of 
the Pima Indian Diabetes dataset in the UCI repository. In 
this context, Shanker [7] used neural networks to predict 
the onset of diabetes mellitus in Pima Indian women and 
showed that neural networks are a viable approach for such 
classification. Using neural networks with one hidden layer, 
he obtained an overall accuracy of 81.25% which was 
higher than the prediction accuracy obtained using a 
logistic regression method (79.17%) and the ADAP model 
[12] (76%).  Many other papers have reported results on 
this dataset. 

 
Research on diabetes data (other than the Pima Indian 

dataset), related to the application of machine learning 
techniques, has mainly focused on trying to predict and 
monitor the Blood Glucose Levels (BGL) of diabetic 
patients ([3]) or possible health risks of such patients ([4] 
and [5]). In [3], a combination of Artificial Neural 
Networks (ANN) and a Neuro-Fuzzy Optimizer is used to 
predict the BGL of a diabetic patient in the recent future 
and then a possible schedule of diet and exercise as well as 
the dosage of insulin for the patient is suggested. Although 
the BGL predictions were close to the actual readings, the 
dataset was restricted to only two Type 1 diabetic patients, 
which raises doubts about it’s usability for large groups. 

 
For experiments concentrating on predicting potential 
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health risks of diabetic patients, the machine learning 
algorithm of choice for most researchers is association rule 
mining.  

In [4], the authors make a comparative study of 
association rules and decision trees to predict the 
occurrences of certain diseases prevalent in diabetic 
patients. In [5], they deal solely with association rule 
mining on diabetes patient data, to come up with new rules 
for prediction of specific diseases in such patients. A Local 
Causal Discovery (LCD [11]) algorithm ([8]) is used to 
study how causal structures can be determined from 
association rules and generate rules to map symptoms to 
diseases. Moreover, exception rule mining leads to more 
useful rules from a medical point of view. 

 
In [6] the prediction of diabetes from repeated Health 

Risk Appraisal (HRA) questionnaires of the participants 
using a neural network model was studied. It used 
sequential multilayered perceptron (SMLP) with back 
propagation and captured the time-sensitiveness of the risk 
factors as a tool for prediction of diabetes among the 
participants. A hierarchy of neural networks was used, 
where each network outputs the probability of a subject 
getting diabetes in the following year. This probability value 
is then fed forward to the next neural network along with 
the HRA records for the next year. 

 
Results show improvement in accuracy over time, i.e. the 

study of the risk factors over time rather than at any 
particular instant, yields better results. With the SMLP 
approach, the maximum accuracy of prediction obtained 
was 99.3% for non-diabetics and 83.6% for diabetics at a 
threshold (of output probability from each neural network in 
the hierarchy) of 20%. While [6] focuses on the importance 
of time-sensitiveness of the risk factors in diabetes 
predictions using only neural networks, our study compares 
decision tree learning methods (including random forests 
[10]) and an ensemble of neural networks applied to a 
specific juvenile diabetes dataset.  

Our study also differs from [6] in the following aspects: - 
1) [6] used HRA records of employees from a 

manufacturing firm with ages of the subjects ranging 
from 45 to 64, while our subjects are all juveniles. 

2) The attributes in the dataset in [6]  are general health 
parameters like Body Mass Index (BMI), Alcohol 
Consumption, Back pain, Cholesterol, etc. which are 
completely different from the attributes that we deal 
here with, like Intravenous Glucose Tolerance, C-
Peptides and other medical tests that are specific to 
Type 1 diabetes. 

 
In our current study we have used data from the Diabetes 

Prevention Trial – Type 1 [15], which was the first large-

scale trial in North America designed to test whether 
intervention with antigen-based therapies, parenteral 
insulin and oral insulin would prevent or delay the onset of 
diabetes. In [13] it was shown that a strong correlation 
between first-phase (1 minute + 3 minute) insulin (FPIR) 
production during intravenous glucose tolerance tests (IV-
GTT) and risk factors for developing type 1 diabetes existed 
using the DPT-1 data.  In [14] the asymptotic group of cases 
in the DPT-1 trial whose diabetes could be directly 
diagnosed by the 2-h criteria on Oral Glucose Tolerance 
Test (OGTT) was studied. Both these studies [13, 14] 
helped identify the tests we used for our training data. 

 

III. DIABETES DATASET 

The DPT-1 group collected data involving first-degree 
relatives (ages 3-45 years) or second degree relatives (ages 
3-20 years) of persons who had begun insulin therapy before 
the age of 40 years. We have used data from a subset of 711 
subjects from the entire dataset used in DPT-1. Our labeled 
set of data consisted of 455 cases (64%) with no diabetes 
label and 256 subjects (36%), who got diabetes.  The 
features or attributes consisted of the different types of tests 
performed on the subjects over time to determine the 
occurrence of Type1 diabetes and also included the subjects’ 
race and sex.  

The major classes of test results that were considered in 
the dataset were: - 
1) IVGTT: Intravenous Glucose Tolerance Test 
2) IAA: Insulin Auto-Antibody 
3) ICA: Islet Cell Antibody 
4) GAD65 and ICA512 antibodies 
5) HbA1C: Hemoglobin A1 C test 
6) C Peptide Tests 

  
There were 42 attributes or features available.  We used 

37 of them.  Leaving out the nominal attributes (ab_ivgtt, 
co_ivgtt, fpg, ogtt and subtstn_r which either very rarely 
had a value, or were based on the evaluation of the results of 
other tests - i.e., the results of co_ivgtt might be normal if 
the results of some other features fall within a range of 
values which are considered normal - and we are including 
the exact results for these other tests).  

IV. LEARNING APPROACHES USED 

The machine learning algorithms used in our 
experiments are cascade correlation neural networks ([2]) 
and C4.5 release 8 based decision trees ([1]). 

A. Cascade Correlation 

Cascade Correlation ([2]) has two main features: the 
cascade architecture which allows the incremental addition 
of new hidden units. It freezes the input weights, once a 
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unit is added to the network. The second aspect is the 
learning algorithm, whereby, the addition of a new hidden 
unit involves the maximization of the correlation between 
the residual error from the outputs and the output from the 
new hidden unit (by adjusting the input weights). Cascade 
Correlation based neural networks are self configuring, i.e. 
the number of hidden layers are not fixed during 
initialization, but are added during the training process as 
and when required to reduce the error rate. 

 
In our experiments with the diabetes data, we have used 

the tool usfcascor [16], which is based on the cascade 
correlation algorithm ([2]). 

B. C4.5 

C4.5 uses a divide-and-conquer approach to growing 
decision trees [1].  In our experiments we have used the 
program usfc4.5, which works on the same principles as 
C4.5.  Decision trees are fast for classification, easy to build 
and often provide reasonable accuracy [1].  The results from 
single trees were obtained with default settings and are from 
default pruned trees. 

C. Ensemble Approaches 

We used the ensemble techniques, bagging [9] and 
random forests [10]. Bagging, which stands for bootstrap 
aggregation, is a method of generating multiple versions of 
a predictor and then using them to obtain an aggregated 
predictor.  Training data sets of a given size are created by 
selecting, with replacement, from the original training data 
set. The class which is predicted by the majority of 
classifiers is given to a test example, with ties broken by 
assigning the majority class label.  Bagging [9] can be 
applied to both neural networks and decision trees.  

 
Random Forests [10] on the other hand are a combination 

of decision trees where at each node a random selection of n 
attributes is made and then the best attribute test is chosen.  
So at any given node where a test is being chosen, only a 
subset of features or attributes is considered.  The final 
prediction is the class predicted by the majority of decision 
trees.  This approach can only be applied to decision trees, 
but has been shown to provide highly accurate predictive 
classifiers [10]. 

 
For all experiments, a 10-fold cross validation was done 

to get an estimate of the ability of a classifier to predict 
unseen data.  This means that the data was broken up into 
10 disjoint sets, each of size 1/10 of the overall data.  The 
breakup was done randomly.  Each training set was made 
up of 90% of the data with 10% of the data for test.  This 
was done 10 times to allow the calculation of an average 
accuracy. 

 

V. EXPERIMENTS AND RESULTS 

A. Predicting Type 1 Juvenile Diabetes by using Test 
results 

The training data for Diabetic and Non Diabetic subjects 
were extracted in different ways. For Non Diabetic subjects, 
all test results throughout their recorded medical history 
from the dataset were considered. For repetitive tests the 
results for the first test was used. This reduces the number 
of missing test data per subject (the training data had an 
average of 30 data values per subject out of the total 37 
attributes). 

Out of the 256 diabetic subjects, 201 of them had tests in 
the immediate vicinity of their date of diagnosis. The other 
55 diabetic subjects had tests quite distant in time 
(approximately 3 months prior to their date of diagnosis). 
So for diabetic subjects the test results from their most 
recent tests before or after diagnosis were used.  The most 
recent test results were used by a Physician to record the 
results. The confusion matrix generated from a 10-fold 
cross validation using usfc4.5 is shown in Table 1. 

 
 

Classified as 
� 

Diabetics Non 
Diabetics 

Diabetics 188 67 
Non Diabetics 11 444 

 
Table 1: Confusion Matrix after 10-fold cross validation using usfc4.5 

 
The average accuracy was 88.05%. This result was a 

little disappointing given that physicians accurately make a 
diagnosis from exactly these test results. 

 
Results from all tests were not performed for all subjects 

when they were seen.  Hence there were many missing test 
results.  This was especially of concern when trying to 
predict diabetes.  With one subject who was diagnosed with 
diabetes, there was only one test result in the set performed 
closest to the diagnosis time and so the test set just before 
that was also used. 

 
We suspected that 55 subjects who got diabetes but had 

no tests in the three-month period before diagnoses would 
be hard to predict.  So, their prediction results were 
examined separately.  Only 5 out of the 55 subjects were 
correctly diagnosed as diabetic. The reason why almost all 
of these 55 subjects were wrongly classified might be 
attributed to the absence of any test results in the immediate 
vicinity of their respective dates of diagnosis.  

 
For the Neural Network approach, the same dataset was 

used with a few necessary modifications: - 
1) The missing data values in the decision tree approach 
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were denoted by the symbol ‘?’. However in the dataset 
for the Neural Network approach, each of the 37 
attributes (pertaining to the 37 tests) had an indicator 
attribute associated with it. The indicator attribute has 
only 2 possible values: -0.5 and 0.5 where -0.5 denotes 
that the test attribute associated with it does not have a 
value (i.e. indicates a missing data value) and 0.5 
represents that the associated test attribute has a valid 
value. If the indicator attribute has a value -0.5 then the 
associated test attribute too has a value of -0.5. 

2) The data values for each of the test attributes were 
scaled to lie between -0.5 and 0.5. 

3) The two nominal attributes: Sex and Race, were split 
up into a total of 7 distinct attributes (5 for Race and 2 
for Sex) each indicating an individual nominal value of 
the attributes. No separate indicator attributes were 
associated with the nominal attributes. In case of a 
missing value, each of the attributes associated with 
that nominal feature (i.e. 5 attributes for Race and 2 
attributes for Sex) were given a value of -0.5. 

 
The neural network approach resulted in an average 

accuracy of 99.72% after 10-fold cross validation which was 
quite surprising to us. So we used the decision tree classifier 
on this modified dataset, which reveals that the absence of a 
couple of tests in the subjects’ records (indicated by the 
indicator attributes associated with the tests) improves the 
accuracy of prediction previously obtained (88.05%) to 
99.85%. Fig. 1 shows the decision tree built on all the data.  

 
From the decision tree we can see that the absence of 

PEP-4 and GLU0 plays a vital role in achieving the high 
accuracy (as shown by the attributes 
SUBTSTN_PEP_4_IND and SUBTSTN_GLU0_IND). If 
those tests are not done it is likely the diagnosis is diabetes. 
 

B. Type 1 Juvenile Diabetes Prediction from Differences 
in Test Results 

The next phase of our study involved the comparison of 
Decision Trees and Neural Networks, to predict the 
occurrence of Type 1 diabetes in a set of juvenile subjects, 
by looking at the difference in consecutive test results over 
the entire period of study for non-diabetic subjects and 
before the date of diagnosis for diabetic subjects. The 
objective was to see if it was possible to predict with 
reasonable precision, whether a juvenile subject was 
potentially at risk of having Type 1 diabetes by examining 
how the different diagnostic test results change over time.  
Ensemble classifiers were also used to explore increasing 
the accuracy for this difficult problem. 

 
Fig. 1: Decision tree generated using the modified data set. 

 
To build the dataset, we first calculated the difference in 

the consecutive test results for each test type for each 
subject. For diabetic subjects, we considered all tests before 
diagnosis, excluding the most recent tests done just 
before the date of diagnosis, as these results would likely 
differentiate the diabetic subjects from the normal subjects. 
Moreover, for the 55 diabetic subjects who did not have any 
tests in the immediate vicinity of their diagnosis, their most 
recent tests before diagnosis were considered (since these 
tests were at least 3 months before their dates of diagnosis). 
For non-diabetic subjects, all tests throughout the period of 
study were considered.  We called this data set the 
differential data set. 

 
The attributes in the dataset were the difference values 

between consecutive tests of the same test type. The 
maximum number of difference values for a particular test 
type among all the subjects determines the number of 
attributes associated with that test type, e.g. if the maximum 
number of repetitions of the test GAD65 is 13, the attributes 
would be from GAD65_0 to GAD65_12 and for subjects 
who have GAD65 test conducted less than 13 times, the 
remaining difference attributes for GAD65 are denoted as 
missing values. The number of attributes in the dataset 
became 473 including nominal attributes: Sex and Race. 

 
For the Decision tree approach the missing values in the 

dataset were denoted by the symbol ‘?’. The 10 fold cross 
validation resulted in an average accuracy of 66.80%. The 
confusion matrix after a 10 fold cross validation is shown in 
Table 2. 

 
 

Classified as � Diabetics Non 
Diabetics 

Diabetics 129 127 
Non Diabetic 109 346 

 
Table 2: Confusion Matrix after 10-fold cross validation: Using a Single 
Decision Tree on the Differential Dataset 

Subtstn_Pep_4_Ind  

Subtstn_Glu0_Ind  

Race 

1 Diabetic

240 
Diabetics 

454 Non-
Diabetics 

15 
Diabetics 

Sex 

1 Non-
Diabetic 

=-0.5 

=”O” <>”O” 

=0.5 =-0.5 

=”M” =”F” 

=0.5 
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As we can see, the average accuracy obtained from the 10 

fold cross validation using the C4.5 based usfc4.5 decision 
tree classifier is quite low and is close to the accuracy we 
would have obtained (64%) if all examples were predicted 
to be the majority class (i.e. non-diabetics). Next we 
evaluated random forests [10] with usfc4.5 as the classifier, 
to see if there was an increase in accuracy of prediction. The 
accuracy of prediction was found to be optimum when using 
a subset of 50 attributes (an ensemble of 100 trees was 
used). The 10 fold cross validation results for the random 
forest [10] approach using subsets of 50 attributes and 100 
trees improves the average accuracy to 71.31%. The 
confusion matrix showing the predictions after a 10 fold 
cross validation is given in Table 3. 

 
Classified as � Diabetic Non 

Diabetic 
Diabetic 99 157 
Non Diabetic 47 408 
 

Table 3: Confusion Matrix after 10-fold cross validation: Using Random 
Forests with 50 attributes and 100 trees on the Differential Dataset 

 
Although the overall average accuracy improves, the 

number of diabetic subjects who were classified as non 
diabetics far outweighs the number of correctly classified 
diabetic examples, which is a major cause of concern in this 
case. 

 
Cascade Correlation (using usfcascor) was applied to the 

differential dataset for which the following modifications 
were made to the dataset: - 
1) Each attribute now has an indicator attribute associated 

with it indicating whether the difference attribute has a 
valid value (indicator attribute equals 0.5) or if the data 
is missing (indicator attribute has a value of -0.5). If 
the difference attribute does not have a valid data value 
then it was given a value of -0.5. 

2) The values of each of the 471 difference attributes were 
scaled to lie between -0.5 and 0.5. 

3) The nominal attributes (Race and Sex) have been split 
up into attributes each representing individual values 
(i.e. 5 attributes for Race each indicating one of the five 
races and 2 attributes for sex, one indicating Male and 
the other Female). No separate indicator attributes were 
associated with the two nominal attributes. In case a 
value of any of the nominal attributes was missing, then 
all the associated attributes (i.e. 5 for Race and 2 for 
Sex) were given a value of -0.5.  

 
The 10 fold cross validation results using usfcascor on 

the modified data set resulted in an average accuracy of 
72.71%, which is a marginal improvement on the random 

forests [10] approach. The confusion matrix of the 10 fold 
cross validation is given in Table 4. 

 
Classified as � Diabetic Non 

Diabetic 
Diabetic 151 105 
Non Diabetic 89 366 

 
Table 4: Confusion Matrix after 10-fold cross validation: Using a single 
Neural Network on the Modified Differential Dataset 

 
Although there has not been much improvement in the 

overall average accuracy, compared to the random forests 
[10] approach, the increase in the true positives (i.e. correct 
prediction of diabetic subjects) was good.  

We used the F-measure to compare performance from the 
confusion matrix. The F-value is defined as:  

F-measure = 2 x (Precision x Recall) / (Precision + 
Recall) 

 
Where Precision = True Positives / (True Positives + 

False Positives) 
And Recall = True Positives / (True Positives + False 

Negatives) 
 
For random forests [10] with subsets of 50 attributes, the 

F-value is 0.493, while for the neural network approach the 
F-value calculated from the confusion matrix is 0.609. So, 
though the overall accuracies for both approaches are 
almost the same, neural networks perform better according 
to the F-value. 

 
Next we studied the effect of using an ensemble of 

bagged neural networks [9] on the Differential dataset used 
above. 

 
We used 100% bags (i.e. 100% of the training data was 

chosen randomly with replacement) and an ensemble of 100 
neural networks. The average accuracy obtained after a 10-
fold cross validation is 77.21%. Table 5 shows the 
confusion matrix obtained from the 10-fold cross validation. 

 
Classified as � Diabetic Non 

Diabetic 
Diabetic 162 94 
Non Diabetic 68 387 

 
Table 5: Confusion Matrix after 10-fold cross validation: Using Bagged 
Ensemble of 100 Neural Networks on the Modified Differential Dataset 

 
Using ensemble of neural networks improves the overall 

accuracy and also the F value (=0.66) calculated using 
Table 5 is greater than the F-value obtained using the 
confusion matrix in Table 4 (i.e. using a single neural 
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network). 
 
We also experimented with 90% bags (to have greater 

variability in the training data) and 100 neural networks, 
but the average accuracy did not increase when doing a 10-
fold cross validation (77.07%). 

 
In the next set of tests, we used ensembles of decision 

trees (random forests [10] and bagging [9]) with the 
modified dataset (the dataset used for the neural network 
approach).  

 
The 10-fold cross validation results from the decision tree 

approach on the modified dataset were: 
1) A single decision tree yields an average accuracy of 

72.29% which is much higher than the previous 
accuracy of 66.80%. 

2) Using Bagging [9] with 100% bags and 100 trees, the 
average accuracy obtained was 79.04% 

3) Next, we used Bagging [9] with 100% bags and 100 
trees, but this time with unpruned trees which 
marginally improves the accuracy to 79.76%. 

4) Random Forests using a heuristic suggested in [10] (i.e. 
log2(total number of attributes)) with 100 trees gave an 
average accuracy of 77.78%. 

5) Random Forests [10] with subsets of 100 attributes at 
each node and 100 trees yields a better accuracy of 
80.31%. 

 
Table 6 shows the confusion matrix from the 10-fold 

cross validation for the random forests, using a subset of 
100 attributes at each node, classifier.  The F-value 
calculated from the confusion matrix in Table 6 is 0.68  

   
Classified as � Diabetic Non 

Diabetic 
Diabetic 156 100 
Non Diabetic 40 415 
 

Table 6: Confusion Matrix after 10-fold cross validation: Using Random 
Forests with 100 attributes and 100 trees on the Modified Differential Dataset 

 
which is just higher than the F-value obtained from 

bagged [9] cascor networks (i.e. 0.66). 
 
We also performed a set of five tests using Random 

Forests with 100 attributes and 100 trees but with different 
random seeds. The minimum accuracy achieved was 
78.91% and a maximum of 80.59% (close to the accuracy of 
80.31% that we got with the default seed) with an average 
accuracy value of 79.75% over the five tests. 

 
The above results show that ensemble approaches with 

decision trees perform better in terms of overall accuracy 

than neural networks, but the bagging [9] approach with 
cascade correlation networks has almost the same F-value 
(compared to the most accurate random forest [10] 
approach shown in Table 6). 

 
Table 7 presents a summary of the 10 fold cross 

validation results obtained from all the different approaches 
used in both the test results dataset and the differential test 
results dataset. 

 

VI. CONCLUSION AND DISCUSSION 

From the results of  the experiments conducted, it can be 
seen that ensemble approaches with decision trees (random 
forest [10] and bagging [9]) give comparable and sometimes 
even better diabetes prediction accuracy for juvenile subjects 
(in the context of our dataset) than cascade correlation 
based neural networks. Another area where decision tree 
approaches have potential advantages over neural networks 
is that they are fast and easy to build and understand. 
However, it may also be noted that a bagged [9] ensemble of 
cascor networks are able to predict more diabetic subjects 
correctly than decision tree based approaches (as can be 
seen from the confusion matrices, discussed earlier). 
Further, a well tuned neural network of another type may 
well provide a higher ensemble accuracy. 

 
Another interesting observation that can be made from 

the results is that the representation of data in the current 
context has important implications and affects the accuracy 
of prediction to a great extent. In the first series of 
experiments, where the medical test records were directly 
used for diabetes prediction, the accuracy figures improved 
by over 10% (from 88.05% to 99.85%) in the case of 
decision trees, when the learning set was modified (i.e. 
using associated indicator attributes for test existence and 
normalizing the data values between -0.5 to 0.5). Similarly, 
when the differential dataset was modified for the neural 
network approach (with indicator attributes and scaled data 
values) the accuracy of prediction showed a significant 
increase even with ensemble of decision trees (random 
forests [10] and bagging [9]) from 66.8% to a maximum of 
80.31% (using random forests [10] with 100 attributes). 

 
Decision trees have built-in methods to deal with missing 

attributes (for example allowing examples to go down 
multiple branches with weights as in our implementation).  
However, in this case a more explicit representation of 
missing values was very useful. 

 
Moreover, it can also be inferred from the results, that the 

absence of some medical tests reveal important information 
which helps to predict the occurrence of Type 1 diabetes in 
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juvenile subjects with better accuracy. Such information 
needs to be embedded, as done here with indicator attributes 
associated with each test result attribute, in the learning 
data to improve prediction accuracy. 
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 Dataset used Classifier Average Accuracy 
after 10-fold cross 
validation 

Dataset with missing 
values represented as 
“?” 

A single Usfc4.5 
decision tree 

88.05% 

A single Neural 
Network (NN) 

99.72% 

Prediction on Test 
Results Dataset 

Data representation 
modified for cascor 
networks A single Usfc4.5 tree. 99.85% 

A single Usfc4.5 
decision tree 

66.80% Dataset with missing 
values represented as 
“?” Random Forests with 

subsets of 50 attributes 
71.31% 

A single NN 72.71% 
90% bags and 100 NNs. 77.07% 
Bagged ensemble of 100 
NNs. 

77.21% 

Bagging (100% bags) 
with 100 decision trees 

79.33% 

Bagging with 100 
unpruned decision trees 

79.76% 

Random forests (lg(n)) 
and 100 decision trees 

77.78% 

Predictions on 
Differential Test Results 
Dataset 

Data representation 
modified for cascor 
networks. 

Random forests with 
subsets of 100 attributes 
and 100 trees 

80.31% 
 
 

Table 7: Summary of 10-fold cross validation results 
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