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Abstract

Complex simulations can generate very large
amounts of data stored disjointly across many local
disks. Learning from this data can be problematic
due to the difficulty of obtaining labels for the data.
We present an algorithm for the application of semi-
supervised learning on disjoint data generated by com-
plex simulations. Our semi-supervised technique shows
a statistically significant accuracy improvement over
supervised learning using the same underlying learning
algorithm and requires less labeled data for compara-
ble results.

1 Introduction

Complex simulations can generate very large
amounts of data stored disjointly across many local
disks. Since the data may be too large to be moved
around between nodes, there may exist no logical or
practical grouping other than that in which it was origi-
nally stored. In the case of a large complex simulation,
data is stored on disks attached to compute nodes ac-
cording to its spatial location within a 3D simulation
[5].

Supervised machine learning can be used to provide
“search by example” methods for navigating these large
data sets. But finding and marking the regions neces-
sary to provide the examples is itself time-consuming
and tedious for the domain expert. Therefore it would
be useful to reduce to a bare minimum the amount of
“truth” that must be provided by a user.

Semi-supervised learning uses existing labeled data
in conjunction with unlabeled data to generate more ac-
curate classifiers than using the labeled data alone. It
achieves this, in part, by providing labels for new ex-

amples which have not yet been classified by an ex-
pert. The foundation for semi-supervised classification
is built around accurately modeling the problem which
is to be solved. Clearly, providing too many incorrect
labels to unlabeled data will introduce noise into an in-
ductive learner and adversely affect the choice of deci-
sion boundaries. It has been found that most attempts at
using semi-supervised classification shift the responsi-
bility of a domain expert from labeling data to choosing
the best model which fits the data [11]. Semi-supervised
approaches have not always succeeded. As an exam-
ple, the accuracy of Hidden Markov Models in lexical
analysis can be reduced through select semi-supervised
learning algorithms [7, 4].

In a subset of semi-supervised learning, referred to
as self-training, a classifier is built on the labeled data
and used to classify unlabeled data. Typically the most
confidently predicted examples are then recursively in-
serted into the training set and a new classifier gener-
ated. In [10], self-training was applied to the problem of
deciphering context in written words, such as whether
“crane” is referring to a bird or a machine. This ap-
plication is particularly fitting because words around
the target word provide a strong sense as to its mean-
ing. Therefore, higher accuracy is obtained by incre-
mentally adding (also called tagging) words which are
found close to the target word. In most cases, accuracy
using only two manually tagged words was on par with
that of using a fully labeled training set.

Semi-supervised learning is designed to take advan-
tage of unlabeled data, and is particularly relevant when
the quantity of unlabeled data is large. However, most
of the research has focused on small data sets [11]. The
scalability of such semi-supervised learning algorithms
has largely been left unaddressed. In this paper we op-
erate on a large ’casing’ dataset, whose size and dis-
tributed nature require us to consider scaling issues.



Figure 1. The five partitions of the casing
data and bolts. An unimpeded view of the
bolts is shown on the right for clarity.

2 The Casing Dataset

The casing is composed of four main sections, in-
cluding the body tube and tail section, which are joined
by the coupler through a series of ten bolts. The cas-
ing is dropped from a short height and its tail section
impacts the ground at an angle, simulating the stresses
across the entire device as might be found were it to be
accidentally dropped. More information about the cas-
ing data set is available in [9], where it was used for
ordering regions predicted salient.

We wish to to discover which nodes in the simulation
belong to bolts. When dropped at an angle on the tail,
one group of bolts will experience a tensile force, while
the other group of bolts will experience a compressive
force. Each will also be subject to shear forces. These
forces are expressed in many other sections of the cas-
ing as well. The physical characteristics of the individ-
ual nodes modeling the bolts are not substantially differ-
ent from those modeling the rest of the casing. In other
words, there is no a priori reason to assume the exis-
tence of some underlying feature of “boltness” which
would make this an easy problem.

The data for each time step is divided spatially ac-
cording to the compute node to which it is assigned.
Figure 1 shows the partitioning of the actual simula-
tion, and an unimpeded view of how the bolts are dis-
tributed. There also exists a data set imbalance problem,
as those partitions of data sets with four bolts are much
larger than the data set with only two bolts. The parti-
tioning is performed lengthwise in five pieces across the
cylindrical body so as to distribute the bolts across com-
pute nodes. The data is purposefully partitioned so that
two of the partitions have never seen any node from a
bolt. This creates two one-class classifiers which must
be carefully dealt with by the voting algorithm during
classification.

The data set contains 1,569,813 examples evenly di-

vided into 21 time steps. Of the 74,753 examples in
each time step, 69,073 are unsalient, non-bolt examples.
Each of the 10 bolts in each time step consists of 568 ex-
amples, so in total each time step contains 5,680 salient,
bolt examples. Data set attributes include the motion
variables of displacement, velocity, and acceleration as
well as several interaction variables which are the con-
tact force, total internal force, total external force, and
the reaction force.

3 The Semi-Supervised Algorithm

Algorithm 1 Distributed Semi-Supervised Learner
1: Training set T ← partitioned, labeled examples
2: Time steps S ← time steps to add
3: while |S| > 0 do
4: s← Front(S)
5: for all Compute Nodes i do
6: Learn Foresti() from Ti

7: end for
8: Combine votes v ← V ote(Foresti(s))
9: Smooth s′ ← Smooth(v)

10: for all Classes c do
11: Obtain Centroidsc on T

12: Calculate AvgDistc(s
′)

13: end for
14: for all Examples j labeled as class c in s′ do
15: if Dist(j, Centroidsc) < AvgDistc(s

′))
then

16: Label candidate example j as c

17: Add j to T

18: end if
19: end for
20: end while

In our semi-supervised self-training algorithm, the
user presents to the learner a labeled subset T of the to-
tal data set. The subset consists of examples from sev-
eral time steps across the simulation. A model Foresti

is made from each partition of the data, Ti, and com-
municated to all other compute nodes. Each node uses
these models to predict a small number of in-partition
unlabeled examples s from another time step. These
predicted examples are then smoothed spatially by aver-
aging saliency values within a specified radius and sub-
sequently binarizing the saliency using the Otsu thresh-
olding algorithm [8]. The training data T are then clus-
tered in feature space to find c centroids.

A subset of unlabeled candidate data is chosen for
addition to the training data using a threshold based on
the average Euclidean distance to the centroids and as-
signed the predicted label. Learning then starts again

2



 0.7

 0.75

 0.8

 0.85

 0.9

19181211541918121154t

f-
m

ea
su

re

time step

semi-supervised
supervised

Figure 2. Average F-Measure over 20 trials
with the range.

from the beginning, this time learning from the original
labeled training set augmented by additional unlabeled
examples. This process continues until all time steps
have been processed.

4 Experiments and Results

Does this large scale semi-supervised method pro-
vide better accuracy than a similar supervised ap-
proach? To explore this question, multiple trials were
performed in which the semi-supervised method and a
supervised method using the same underlying classifier
were provided the same initial sets of labeled data.

The free open source software package “OpenDT”
[1] was used to generate random forest trees [3] in par-
allel on the casing simulation. Each of the trees was
built to leaf purity or until no additional splits could be
made. Approximately 375 nodes, or 0.5%, of the 74753
nodes comprising the 2nd, 9th, and 16th time steps were
chosen at random, labeled and used for training. These
time steps were choosen because of their uniform sepa-
ration in the simulation. We attempted to use the small-
est number of examples possible for the initial training
set, as expert labeling of data is quite expensive. Us-
ing 375 nodes from each training time step resulted in a
small supervised model with accuracy better than sim-
ply predicting the majority class of non-bolt for all ex-
amples.

Selecting time steps close to the initial ones, yet
still spaced uniformly, 3.375% of the unlabeled nodes
in the 4th, 5th, 11th, 12th, 18th, and 19th time steps
were added to the training set by the semi-supervised
algorithm. The percentage sampled ensures that a ra-
tio of at least 1 labeled example to 9 unlabeled exam-
ples is reached. After exhausting the time steps de-

noted for semi-supervised addition, the algorithm starts
again, this time evaluating the semi-supervised time
steps without the unlabeled examples previously added
to the model. The accuracy was recorded after each
group of examples is added to the training set. The test
set consisted of all unused time steps, i.e. all time steps
not part of the training set or part of the semi-supervised
set of time steps evaluated for addition. A total of 6000
trees were created on every block of time steps, 2000
per each of the 3 partitions containing bolts. The indi-
vidual ensemble predictions were combined via Proba-
bilistic Majority Vote [2].

The clusters were obtained via a fast incremental
fuzzy c-means approach [6] using 25 centroids after lin-
early normalizing the data. This method of obtaining
cluster centroids provides similar accuracy to that of
clustering an entire data set, but only a fraction of the
data is used at each iteration. We chose to use 10% of
the data at each iteration for the clustering of both the
salient and the unsalient examples.

The semi-supervised model outperforms a super-
vised model using the same underlying classifier, as
shown in Figure 2. The same amount of initially la-
beled data given to the semi-supervised self-teaching
learner was provided to the supervised approach for
training, and the same test set used for evaluating the
semi-supervised technique was used for evaluating the
performance of the supervised approach. We found a
15.1% increase in the number of salient bolt nodes iden-
tified correctly and an increase in overall accuracy as
shown in Table 1. For each time step of the test set, the
number of bolt nodes identified increased on average by
15%. The full results by test set time step are presented
in Table 2.

Since the variance of the means for the supervised
and semi-supervised results appears unequal, we per-
formed a Wilcoxon signed-rank test to compare the sta-
tistical significance using each individual test set time
step. Based on a sample size of 11, our observed sum
of signed ranks W was 58 with z-ratio 2.56 and prob-
ability 0.0052, indicating a significant difference at the
0.01 level.

5 Summary

Previously developed semi-supervised methods have
focused on small data sets [11]. We have developed a
semi-supervised self-training algorithm for use on large
datasets distributed disjointly over many local disks,
and have found that with just a little labeled data we
were able to achieve statistically significantly better re-
sults than with supervised learning alone. The number
of bolt nodes correctly predicted as bolt increased for
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Table 2. Average number of test set bolt nodes found for each time step.
Test Set Supervised Semi-supervised
Time Step TP % of total FP TP % of total FP
3 3754.85 66.1% 175.45 2728.65 48.0% 186.45
6 3748.25 66.0% 154.1 4783.85 84.2% 240.7
7 4023 70.8% 260.45 4848.1 85.4% 371.5
8 4150.95 73.1% 615.6 5039.85 88.7% 675.05
10 4298.25 75.7% 437.8 5335.55 93.9% 536.65
13 4318.45 76.0% 1583.1 5332.55 93.9% 988.15
14 3792.15 66.8% 2384.55 4967.7 87.5% 1377.85
15 4320.4 76.1% 2315.4 5292.4 93.2% 1714.15
17 3877.85 68.3% 1060.9 5050.05 88.9% 948.55
20 3601.2 63.4% 1220.15 4718.05 83.1% 1344.15
21 3287.2 57.9% 653.3 4480.15 78.9% 1053.4

TP - # bolt nodes found, FP - # bolt nodes incorrect

Table 1. Results on the test set averaged
over 20 trials.

True Predicted Not Semi Semi
Class Class Supervised Supervised
Unsalient Unsalient 748942.2 750366.4
Unsalient Salient 10860.8 9436.6
Salient Unsalient 19307.45 9903.1
Salient Salient 43172.55 52576.9

Salient 69.1% 84.2%
Overall 96.3% 97.6%

all but one test set time step, and on average 15.1%,
with more than half of the test time steps showing a
reduced number of false positive predictions. These re-
sults indicate that semi-supervised self-training learn-
ing techniques applied appropriately to large distributed
datasets can improve predictive accuracy while requir-
ing few labeled examples.
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